
1

Power, Confidence & 

Sample Size: Using the 

Lenth Tool in T&E

412th Test Wing

Arnon Hurwitz, PhD.

Edwards AFB

661-277-4809

I n t e g r i t y  - S e r v i c e  - E x c e l l e n c e

Approved for public release; distribution is unlimited.
412TW-PA-16133

War-Winning Capabilities … On Time, On Cost

ITEA: May 2016



2

Overview

• AF Directive –12/08/2015 –Defensible T&E

• Review of a Hypothesis Test for a mean

• Power and Confidence, Type I and Type II 

errors, alpha (α) and beta (β) risks

• How α, β, the sample size (n) and the desired 

minimum delta (∆==δ) to be detected are 

interrelated

• Computing sample size for a means test

• Computing sample size for a proportions test

• Comment on prediction and population specs
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AFTC Defensible T&E Guidance

Requires TP’s to address: Objectives/MOP’s/Test conditions & I-O

/Test design & Sample size/Method of analysis/Power & Confidence



The T&E Trade Space

Sample Size (𝒏)
Resources needed to attain 

the expected resolution at 

the specified 𝛼 and 𝛽.

Trade
Spac

e
Developer Risk (𝜶)

The risk of failing a 

system that does meet 

the stated specification.

Resolution (𝜹)
Maximum allowable 

deviation of a system from 

its specification.

Acquisition Risk 

(𝜷)
The risk of passing a system 

that does not meet the stated 

specification.

Developer 

Group
(Contractor)

User Group
(Warfighter)

Funding 

Group
(Program Office)

Testing 

Group
(AFTC)

Ref: Poulson & Poindexter, 2013 

http://www.lockheedmartin.com/
http://usmilitary.about.com/library/milinfo/afbombers/nlbomber-11.htm
http://usmilitary.about.com/library/milinfo/afbombers/nlbomber-1.htm
http://en.wikipedia.org/wiki/File:412th_Test_Wing.png


Background: Statistical Inference

Remember that we want to infer conclusions about a 

population based on a random sample from that 

population
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Hypothesis Test Example

• We want to determine if the mean burn rate ‘μ’ of a solid propellant 
used to power an ejection seat is 50 cm/sec. 

• We hypothesize Ho: μ = 50. This is called the ‘Null hypothesis’

• The ‘Alternative hypothesis must then be Ha: μ≠ 50

• Burn rate is an RV (random variable) – different every test

– Behavior can be described by a probability distribution

– Mean (μ) is a fixed but unknown parameter of this distribution

METHOD: 

(1) Draw a sample size ‘n’. (2) Compute the sample mean ത𝑋.

(3) If this (sample) mean is ‘too far’ from 50, then reject Ho

Note that there is always some probability we will be wrong, since 

our evidence is (usually) based on a sample, not the entire population
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Hypothesis Test: Rejection Criteria
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Hypothesis Test: Error Types

• What happens if the true mean burning rate is 50 cm/sec but 
the sample we have taken is 48.0 cm/sec (falls in the critical 
region where we reject)?

– This is a Type I error: rejecting the null hypothesis when it 
is true; also called ‘Producer’s Risk’ or ‘Contractor’s Risk’ 
because we will reject a good product

• What happens if the true rate is 48.0 cm/sec but the sample is 
49.0 cm/sec?

– This is a Type II error: failing to reject the null when it is 
false; also called ‘Consumer’s Risk’ or ‘Warfighter’s Risk’ 
because we will accept a bad product
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Confidence, Power, 𝛼, and 𝛽
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‘Standard Normal’ (Z) test for μ

1. Specify Null and Alternative hypotheses
• Example: Ho: μ ≤ μ₀ vs Ha: μ > μ₀ . So if ത𝑋 is ‘too big,’ reject Ho

2. Specify a Test Statistic 

a. Example:  Z =
ҧ𝑥−𝜇

𝜎∕√𝑛
for a mean. Assume σ known.

b. Note: As n increases, ( Τ𝜎 𝑛 ) decreases and so Z increases
3. Specify Confidence Level (1-α); usually 95%;

– this gives a ‘critical cutoff value’ (Z∝) for the test –
obtain this value from statistical tables 

4. Draw a random sample; compute Z; ‘accept’ or reject Ho based on 
comparison of Z to 𝑍∝ (e.g. If Z > 𝑍∝, reject Ho). 

• Note: as n increases Z > 𝑍∝ becomes more likely because of 2b.

• But what about Type II error (β) and sample size ‘n’ ?

• We need to first examine how α and β work together 
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How do α and β ‘fit together’?

In a ‘Type II error’ situation for a test 
of a mean, we posit a true mean 
value 𝜇1 different to the 
hypothesized one of 𝜇0

So, making a ‘Type II error’ implies 
not rejecting (say) 𝐻0: 𝜇 = 𝜇0 when, 
in fact, 𝜇1 is the true mean, where 
𝜇1≠ 𝜇0

The POWER of a test is the 
Probability of not making a Type II 
error = 1 – β

Power depends on  𝛿 = 𝜇1 − 𝜇0
the bigger is 𝛿, the smaller will be 
β and the larger will be 
Power  =   1 – β
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Sample Size Selection



Sample Size Example



Solve the Same problem using ‘Piface’
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Cautionary Note on Sample Sizes
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SAMPLE SIZE: PROPORTION SPEC
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• Spec is p=0.9, 
so set 𝐻0: 𝑝0 ≥ 0.9

• Suppose we want 𝛼=0.05 
and 𝛽=0.1 to detect a 
difference of at least |𝑝 −
𝑝0| = |0.85 − 0.9| = 0.05

• How many (independent) 
threat-ID tests must we 
carry out ? Answer=362

Threat ID system must have a 90% success rate in < 30 sec



Lenth’s Piface 1.76 Capabilities 
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• CI for one proportion
• Test for one proportion
• Test comparing two proportions
• One-sample t-test (or paired t-test)
• Two-sample t-tests (pooled or Satterthwaite)
• Linear regression
• Balanced ANOVA (any model)
• Two variances (F test)
• R-square (multiple correlation)
• Generic Chi-square test
• Generic Poisson
• Online tables of common distributions
• Pilot study



Spec on a Single Value?
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• So far we’ve considered specs (α, β, δ) set on a mean or on a 
proportion

• If the spec is set for a single (future) value – for example, the 
next burn rate, we need to consider what happens to sigma 

• Now we have, for a single observation,  Variance = σ²(1+1/n) 
hence more uncertainty than for a mean value; so, for given 
α and β,  δ will have to be set larger than that required for a 
spec on a mean

• We also have to be more careful about assuming a Normal 
distribution of observations because we can’t invoke the 
Central Limit Theorem which usually guarantees a Normal 
mean distribution for large n. 



Spec on the Whole Population?
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• If the spec is set on the total population – for example, 
we need to consider the entire spread of the population 
and not just the (narrower) width of the mean’s 
distribution.

• Usually one is here interested in estimating some ‘outer 
percentile limit’ on the whole population –for example, 
the point below which 90% of all possible burn rate 
values fall.

• There are formulas and methods (e.g. Bootstrap 
simulation, Distribution-based tolerance-limit theory) to 
get estimates of power for this case. 



Summary of Risk Concepts: Test of a mean 
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• In testing Ho vs Ha, we’d like to have a 
perfect test. i.e. No wrong decision.

• In reality, we have a trade-off between 
accepting a false Ho. P(Type I error) = α
rejecting a true   Ha. P(Type II error) = β

• We also decide how big a ∆ we want to see

• 1 - α is the CONFIDENCE of the test

• 1 – β is the POWER of the test

 Decrease α by increasing β, or vice-versa

 Decrease β by increasing  ∆  (i.e. Shift Ha)

 Decrease α and β by increasing n (by CLT)

 Use a more sensitive gauge. 
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