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The Growing Impact of AI on DoD
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Threats to AI-enabled Applications
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Adversarial Learning
• Machine learning applications are designed for stationary 

environments

• In the presence of intelligent and adaptive adversaries, 
however, this assumption is likely to be violated to at least 
some degree (depending on the adversary). 

• A malicious adversary can carefully manipulate the input 
data exploiting specific vulnerabilities of learning 
algorithms to compromise the whole system security.
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Attack Goals
• Undermine integrity

- ML generates an output advantageous to adversary
• E.g., autonomous vehicle crashes into friendlies
• E.g., biometric security falsely labels retina as authorized

• Undermine availability
- ML crashes
- ML is overwhelmed with work without value to owner

• Undermine confidentiality
- Sensitive implementation details leaked
- Sensitive training data leaked
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Attack Methods

• Model Stealing
- Relies on ability to supply inputs
- Spreads inputs through input space and narrows 
in on decision boundaries

- All ML techniques mentioned previously are 
vulnerable

- ”Easier” than training a model
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Attack Methods

•Model Poisoning
-Manipulate the training data

• Add inputs that result in outputs you want
or

• Delete inputs that result in outputs you don’t 
want

- Example: Train an AI to think that a denial of 
service attack is “normal”
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Attack Methods

• Training Data Recovery
- Relies on confidences values
- Optimize the input data to maximize the 
confidence of the category label

- Can recover recognizable faces, for example
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Attack Methods

• Adversarial Example Generation
- “Adversarial examples” fool the classifier
- Identify inputs that cause the AI to produce errors
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Adversarial Learning Countermeasures: 
Hardening the Data

Protect the datasets
• Encryption?
• Evaluate data inputs and outputs
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Adversarial Learning Countermeasures: 
Improved Detection of Malicious Activity

• R&D since 1981
• Potential for advances, but it’s a really hard 

problem
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What 
could 
possibly 
go wrong?

Adversarial Learning Countermeasures: 
Adversarial Training
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But it gets worse…

What if AI is weaponized?
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“The rise of AI-enabled cyberattacks 
is expected to cause an explosion of 
network penetrations, personal data 
thefts, and an epidemic-level spread 
of intelligent computer viruses.” 

Harvard Business Review (5/8/17)



18

What will weaponized AI look like?
• Attacks will be highly specialized

• They will be designed specifically for a unique target.  In effect, 
every attack becomes a zero-day attack.

• Enhanced ability to mask the source of the attack
• Attribution will be much more difficult
• New attack trajectories and new methods of spoofing trusted 

systems.

• Attacks could occur indefinitely
• A properly crafted weaponized AI application could be deployed 

and operate independently for years.  
• Constantly improving and continuously evolving to pose every 

greater threats. 
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Early Evidence (2016)
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Early Evidence (2017)
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Early Evidence (2017)
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1. We need to be proactive
• We can’t afford to play catch-up

2. We need to understand the nature of the 
attack

• Need a simulator to represent the threat for 
T&E before the full force of the threat hits

Countering Weaponized AI
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Questions??
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